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Abstract This work investigates the applicability of several dimensionality-reduction techniques
for large-scale solar data analysis. Using a solar benchmark dataset that contains images of
multiple types of phenomena, we investigate linear and non-linear dimensionality reduction
methods in order to reduce our storage and processing costs and maintain a good representation of
our data in a new vector space. We present a comparative analysis between several dimensionality
reduction methods and different numbers of target dimensions by utilizing different classifiers in
order to determine the degree of data dimensionality reduction that can be achieved with these
methods, and to discover the method that is the most effective for solar images. After determining
the optimal number of dimensions, we then present preliminary results on indexing and retrieval of
the dimensionally reduced data.
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1. Introduction
In this work, we present a dimensionality reduction analysis of our image
parameter feature vector representation of solar images, which is aimed towards
the ambitious goal of building a large-scale Content Based Image Retrieval
(CBIR) system for the Solar Dynamics Observatory (SDO) mission
(http://sdo.gsfc.nasa.gov/). Our motivation for this work comes from the fact that
with the large amounts of data produced by SDO, hand labeling of these images
(commonly used by solar physicists in previous decades) is simply impossible.
Content Based Image Retrieval (CBIR) is a computer software application with
major business and science potential. CBIR refers to feature recognition and
image categorization based upon the image alone, without any supporting
metadata such as descriptions, captions, legends, etc. On-line search engines,
such as Google, are very interested in versatile and robust CBIR technology to
support their universally used text search capabilities. An example of CBIR
would be recognizing and selecting wedding pictures from a random selection of
photographs, or recognizing Paris from arbitrary cityscapes. One would like the
underlying CBIR algorithms to be versatile and multi-purpose, using the same
basic technique to recognize both Paris and wedding pictures; otherwise there
would be no limit to the expansion of task-specific CBIR programs. There have
been several successful CBIR systems for medical images (Deselaers et al., 2008)
and in other domains (Datta et al., 2005); none of them, however, have dealt with
the volume of data that the SDO mission is generating. The NASA funded Solar
Dynamics Observatory (SDO) Feature Finding Team (FFT) consists of 12
collaborating institutions from Europe and the US that work on developing
feature-finding modules. As part of this team, we are in charge of the Trainable
Feature Recognition (TFR) module. SDO produces about 1.5 terabytes of data per
day, including over 80 000 full-disk images from the Atmospheric Imaging
Assembly (AIA) telescopes. The SDO data repository will dwarf the archives of
all previous solar physics missions put together. NASA recognized early on that
the traditional methods of analyzing the data - solar scientists analyzing the
images by hand - would not work and tasked our team with developing automated
feature-recognition modules for solar events and phenomena likely to be observed
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by SDO. By extracting image-texture parameters from the SDO images, we will
be able to index (store and efficiently retrieve) the massive amounts of SDO data
and be able to find features of interest more easily. By also having our imagetexture parameters available on-line will enable solar scientists to conduct
statistical studies involving large sets of events that would be impossible now with
traditional means.
This then constitutes an entirely new way of processing the data deluge from
SDO: rather than analyzing the entire SDO image archive in search of certain
objects - a procedure that is computationally prohibitive - one can search the
catalog of image-texture parameters quickly to find the same with good accuracy.
Initial results from this approach are encouraging: in comparing our TFR filament
detections with those from the well-tested Advanced Automated Filament
Detection and Characterization Code (AAFDCC) (Schuh et al., 2012) we found
85% initial overlap in detections. As pointed out by Martens et al. (2012) the TFR
module, when fully tested and calibrated, has multiple uses that will take data
analysis in solar physics to a new level. First of all, the TFR module can be used
to search quickly and inexpensively for newly discovered phenomena in any
archive. Each solar mission has detected some of these, e.g. Yohkoh/SXT
discovered sigmoids, and TRACE discovered moss among other things. For
SDO, going through the entire archive to find instances of a newly discovered
phenomenon is a very expensive and time consuming undertaking. With TFR it is
simple, based on providing a limited set of clear examples. One can go even
further: a researcher can find certain images that look unusual in their eyes,
without being able to identify exactly what makes them different.
Again, with the TFR module one can find more examples of such "different"
images without trouble. One example is given in Figure 17 in the appendix taken
from Martens et al. (2012) for a loop topology that one would expect around a
magnetic null. One might not recognize it as such right away, unless familiar with
MHD, but one can search for similar images without that knowledge. There are
more applications for the TFR module. TFR can be used to produce qualitative
comparisons with detection by other object-specific modules, such as has been
done for the AAFDCC, decribed above (Schuh et al., 2012). From the results one
can get a quantitative handle on the accuracy of both software modules. In
particular, a human can analyze a subset of detections by one software module
that the other has missed in order to see which software module got it right.
Finally, the TFR module may save NASA money and resources in the long run.
The list of solar events and phenomena is ever growing, and building an objectspecific code for detecting each of them, at the cost of rough half a million US
dollars each, is an expensive proposition. A versatile and reliable TFR module
can reduce the cost and effort involved by at least an order of magnitude.
With such a massive pipeline of unprocessed data, choosing redundant datarepresentation dimensions will lead to unnecessary data storage (approximately
540 kilobytes per dimension - out of 4096-, per day), and result in high storage,
indexing, search and retrieval costs for our repository. Based on these
complications, one of the main goals of this work is to determine the amount of
dimensionality reduction that we can achieve using the best dimensionalityreduction methods while maintaining a high-quality parameter-based
representation of the original solar images. With the proposed grid-based
representation of solar images (128 by 128 pixels cell size), we would have to
store one 10 240 dimensional vector per image, resulting in a total of 5.27
gigabytes of text-based data per day. While this representation is already
2

compressing the image data by a considerable amount (99%), we will show that
the usage of dimensionality reduction methods will further compress the
remaining data by at least another 77%.
Dimensionality-reduction methods have been shown to produce accurate
representations of high-dimensional data in a lower dimensional space, and
applications of some of these methods have already been successfully
implemented in image-retrieval applications in other domains (Harsanyi and
Chang, 1994; Bingham and Mannila, 2001; Antoniadis et al. 2003; Ye et. al.
2004; Moravec and Snasel, 2006). With the need for greatly reducing data storage
and processing costs in mind, we investigate four linear and four non-linear
dimensionality-reduction methods with eight different numbers of targeted
dimensions for each, in order to present a comparative analysis. This will help us
determine which method is optimal for our specific dataset, and what percentage
of dimensionality reduction we can achieve to alleviate our search, retrieval, and
storage costs.
The novelty of our work is to help determine which dimensionality-reduction
methods produce the best and most consistent results, and with which classifiers,
on specific image parameters selected for solar data. Due to domain-specific
results (apart from solar physics), reported by multiple researchers working on
dimensionality reduction in the past (Harsanyi and Chang, 1994; Bingham and
Mannila, 2001; Antoniadis et al., 2003; Ye et. al., 2004; Moravec and Snasel,
2006), we believe that our results will be of special interest to researchers from
the field of solar physics, as these images seem to be the closest to our dataset.
After determining a specific number of targeted dimensions, we present
preliminary results on indexing and retrieval of the dimensionally reduced
datasets in order to verify our finding with the classifiers and move forward after
the creation of our CBIR prototype with a reduced number of target dimensions
rather than the original dimensionality. Our work presents some of the first true
high-dimensionality indexing and retrieval results on a real-life dataset (other
works deal with dimensionality less than 30 (Yu et al., 2001; Jagasidh et al.,
2005)). By indexing between 42 and 640 dimensions, we demonstrate the
effectiveness of our dimensionality reduction in terms of retrieval precision and
page reads, where we perform k-nearest neighbor (kNN) queries. This
demonstrates the cost savings in both storage and index size by speeding up the
construction and search of our indexes, as well as reducing memory usage.
The rest of this article is organized in the following way: A background
overview is presented in Section 2. In Section 3 we present our implementation
and the experiments that we performed and give some preliminary observations.
Lastly, Section 4 includes our overall conclusions of our dimensionality reduction
and indexing experiments.

2. Background Information
Much of the current research in solar physics focuses on individual types of solar
phenomena. Automatic identification of flares, on the SDO mission, will be
performed by an algorithm created by Martens et al. (2011) which works well for
noisy and background-affected light curves. This approach will allow detection of
simultaneous flares in different active regions. Filament detection for the SDO
mission will be provided by the “Advanced Automated Filament Detection and
Characterization Code” developed by Bernasconi et al. (2005). Methods for
determining the coronal jet parameters are described in detail by Savcheva et al.
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(2007), and oscillations on the SDO pipeline will be detected using algorithms
presented on De Moortel and McAteer, (2004) and McAteer et al. (2004) that
consist of wavelet transform analysis. In order to detect active regions, the SDO
pipeline will use the Spatial Possibilistic Clustering Algorithm (SPoCA) by Barra
et al. (2005). A good overview of all the approaches used by SDO can be found in
Martens et al. (2011). Lamb et al. (2008), discussed creating an example-based
Image Retrieval System for the TRACE repository. This is the only attempt, that
we are aware of, that involves trying to find a variety of phenomena, with
expectation of building a large-scale CBIR system for solar physicists.
Some comparisons between dimensionality-reduction methods for image
retrieval have been performed in the past (Harsanyi and Chang, 1994; Bingham
and Mannila, 2001; Antoniadis et al., 2003; Ye et. al., 2004; Moravec and Snasel,
2006). These works constantly encounter the fact that results are very domainspecific and that performance of the non-linear versus linear dimensionality
reduction methods has been shown to be dependent on the nature of the dataset
(natural vs. artificial) (van der Maaten et al., 2009). Most of the articles that we
consulted (Ye et. al. 2004; van der Maaten et al., 2009) determine that Principal
Component Analysis (PCA) is in general one of the best performing
dimensionality reduction methods when compared to non-linear dimensionality
reduction methods, however, there is still lack of agreement between researchers
when it comes to dimensionality reduction methods since some believe (and
show) (Tenenbaum et al., 2000 and Ng, Jordan, and Weiss 2002) that PCA
achieves poor results on non-linear datasets, thus having the need for an alternate
method. We want to reiterate that many of these analyses are very domain-specific
and that with certain non-linear dimensionality-reduction methods, certain
datasets would behave in different ways. This in turn, is a great motivator to
present our analysis of different methods (linear vs. non-linear) to determine what
is the best for our own domain-specific dataset generated by our own particular
statistical textural-image parameters. Since most results have been domainspecific, we expect to find interesting properties of our dataset with the
application of different types of dimensionality-reduction methods. Multidimensional indexes, used for large-scale data retrieval, which will be a
fundamental element of our CBIR system, have been researched for many years
and perform well for “low dimensionality” (30 or less) Jagasidh et al. (2005).
However, our problem involves the indexing of feature vectors of up to 640
dimensions for our experimental solar dataset created from TRACE images. The
SDO/AIA images will generate a considerably higher number of dimensions. Out
of the implementations of the most popular single-dimensional indexing
algorithms for multi-dimensional data that we evaluated in this work (Pyramid
tree by Berchtold et al. (1998), UB Trees by Markl, (1999) and iMinMax by Ooi
et al. (2000)), only iDistance by Yu et al. (2001) was the only one to be able to
handle our 640 dimensional vectors, all others failed when using more than 35
dimensions. Therefore, we present preliminary results using the iDistance
indexing algorithm.
2.1. Benchmark Datasets
Besides our own solar dataset, for comparative purposes we utilized subsets
(matching the quantity of 1600 images in eight equally balanced classes) of the
following datasets from other domains: ImageCLEFMed 2005 and 2007 by Hersh
et al. (2009), INDECS by Pronobis et al. (2006) and PASCAL 2006 and 2008 by
Everingham et al. (2010). The INDECS and PASCAL datasets provide images
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that are very different from each other and from our own (and the medical) types
of images as shown in Figure1.

Figure 1. Sample images of the multiple datasets that we utilized.

2.1.1 Solar Dataset
The dataset, first introduced in Banda and Angryk (2010), consists of 1600 images
taken from the TRACE mission and divided into eight equally balanced classes
representing eight types of different solar phenomena (each having 200 images).
All of our images are grayscale and 1024 by 1024 pixels. The solar phenomena
included in the dataset are: Active Region, Coronal Jet, Emerging Flux, Filament,
Filament Activation, Filament Eruption, Flare and Oscillation.
The benchmark dataset both in its original and pre-processed format is freely
available at http://www.cs.montana.edu/angryk/SDO/data/. Because of promising
results obtained during our investigations in Banda and Angryk (2009) and earlier
work by Lamb (2008) and Lamb et al. (2008), we chose to segment our images
using an 8 × 8 grid for our image parameter extraction (as shown on Figure 2).

Figure 2. Conversion between solar images to numerical image parameter
representation via grid-based segmentation.
Based on the 8 × 8 grid segmentation and our ten image parameters per cell, our
current benchmark dataset has 640 dimensions per image. Since the SDO images
are four times bigger, they will produce a total of 10 240 dimensions per image
and at a cost of 540 kilobytes per dimension (per day) - this will quickly get very
expensive to store and search.
2.1.2. Medical Datasets: ImageCLEFMed 2005 and 2007
ImageCLEF is the cross-language image retrieval track, which is run as part of the
Cross Language Evaluation Forum (CLEF) (http://www.clef-campaign.org/).
ImageCLEF has participation from both academic and commercial research
groups. In their medical image retrieval task, we find several datasets available
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from 2005 to 2010. The 2005 dataset consists of 10 000 radiographs (X-ray
images) categorized in 57 different categories. For the 2007 dataset, the number of
categories doubled to 116 and the number of images increased by 2000. This
dataset compiles anonymous radiographs, which have been arbitrarily selected at
the Department of Diagnostic Radiology, Aachen University of Technology
(RWTH). The images in this dataset present different ages, genders, view
positions, and pathologies. We randomly selected eight different classes from the
2005 and 2007 datasets creating two balanced datasets with 1,600 images each to
match the proportions of our solar dataset. These datasets will be referred to as:
ImageCLEFMed05 and ImageCLEFMed07 respectively. These datasets have
been widely used in the field of medical image retrieval as shown in Muller et al.
(2007); Muller et al. (2008) and Deselaers et al. (2005).
Intuitively any results related to medical (or other datasets) might not be in the
immediate interest of solar physics, we have also demonstrated how closely
related are both the medical image analysis field to the solar image analysis field
when it comes to analyzing images the way we present in this article and our work
in general. In Banda et al. (2011) we showed how we can transfer textural image
parameters regularly used in the field of medical image analysis to the solar
image-analysis field while achieving very promising results. Our intention behind
presenting these results is to incite other solar-image researchers to look into the
highly developed field of medical image analysis for inspiration and ideas into
what might be beneficial for solar physics.
2.1.3. Non-Medical Dataset: INDECS
INDECS is an acronym for INdoor Environment under Changing conditions
described by Pronobis et al. (2006). This dataset consists of several sets of
pictures taken in five different rooms under various illumination and weather
conditions at different times. After selecting eight classes from this dataset, we
balanced the classes by selecting 200 images at random from each of them.
This dataset features very different images from the ones found in TRACE and
can be obtained on the web at http://cogvis.nada.kth.se/INDECS/.
2.1.4. Non-Medical Datasets: PASCAL 2006 and 2008
The PASCAL Visual Object Classes (VOC) challenge in Everingham et al.
(2010) is a popular benchmark in visual object category recognition and detection,
providing the vision and machine learning communities with a standard dataset of
images, annotation, and standard evaluation procedures. This dataset has been
gaining popularity in the community since its conception in 2005 (Farquhar et al.,
2005; Fergus et al., 2005; Agarwal and Triggs 2008). The main challenges of the
PASCAL challenge are classification and detection of several different classes of
objects within their images, we selected this dataset for their classification
challenge and to observe how our domain-specific image parameters behave.
The PASCAL 2006 dataset consists of ten classes, from which we selected eight
classes at random for our comparative analysis. For the PASCAL 2008 dataset of
20 classes, we again selected eight different classes. For both datasets we selected
200 random images from each class.
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2.2. Image Parameters
Based on our literature review, we decided to use some of the most popular image
parameters used in different fields such as medical images, text recognition,
natural scene images, and traffic images (Chaudhuri and Nirupam,1995; Deselaers
et al., 2008). Since the usefulness of all of these image parameters has shown to
be very domain dependent, we selected our parameters based on the evaluations
published by Banda and Angryk (2010) and Banda and Angryk (2009). All
parameters where obtained from Gonzalez and Woods, (2006), with the exception
of the fractal dimension from Schroeder et al. (1991) and the Tamura textural
parameters from Tamura et al. (1977).
The ten image parameters that we used for this work are listed in Table 1. In
our earlier work, we started with a larger list of parameters but we have been
discarding them based on computational expense, performance, and relevance
(Banda and Angryk, 2009, 2010). All image parameters have been normalized
using linear scaling to unit range (also known as min max normalization) to the
range between 0 and 1 as presented on (Štruc and Pavešić, 2009). Based on our
image-parameter-value distributions, we decided that this will be the best way to
preserve the distances between our parameters.
Table 1. Extracted Image Parameters, where z is a random variable denoting gray levels and the
p(zi) for i=0,1,2..L-1, are the corresponding histograms, and L stands for the number gray levels in
our image (cell) as described in Gonzalez and Woods, (2006). The fractal dimension is calculated
based on the box-counting method where N(ε) is the number of boxes of side length ε required to
cover the image cell.

Label
Image parameter
P1
Entropy

Formula
E    i  0 p ( z i ) log 2 p ( z i )
L 1

D 0  lim

log N ()
1
log


(1)
(2)

P2

Fractal Dimension

P3

Mean

m

P4

3rd Moment (Skewness)

3  i  0 zi  m 3 p ( zi )

(4)
(5)

 0

1 L 1
 zi
L i 0

(3)

L 1

P5

4 Moment (Kurtosis)

 4  i 0 z i  m  p ( z i )

P6

Relative Smoothness

R 1

P7

Standard Deviation



P8
P9
P10

Tamura Contrast
Tamura Directionality
Uniformity

th

L 1

4

1
1   2 (z)

(6)

1 L1
2
  zi  m 
L i 0

(7)

Tamura et al. (1977)
Tamura et al. (1977)
U   i  0 p 2 ( zi )
L 1

(8)

By segmenting and extracting all of the image parameters from our dataset
we will be left with 1600 image vectors of 640 dimensions each.
2.3 Dimensionality Reduction Methods
Based on our literature review (Harsanyi and Chang, 1994; Bingham and
Mannila, 2001; Antoniadis et al., 2003; Ye et. al., 2004; Moravec and Snasel,
2006), we decided to use eight different dimensionality-reduction methods: four
linear and four non-linear. In previous works (Harsanyi and Chang, 1994; Ye et.
al., 2004; van der Maaten et al., 2009) linear dimensionality-reduction methods
have proved to perform better than non-linear methods in most artificial datasets
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and some natural datasets, however all of these results have been domain
dependent. Classical methods such as PCA and Singular Value Decompositions
(SVD) are widely used as benchmarks to provide a comparison versus the newer
non-linear methods. We selected our eight different methods based on their
popularity in the literature and the availability of a mapping function or methods
to map new, unseen data points into the new dimensional space. These mapping
functions will allow us in the future to query our repository using new images.
Other factors of consideration where: computational expense and the particular
properties of some methods such as the preservation of local properties between
the data and the types of distances between the data points (Euclidean versus
geodesic).
2.3.1 Linear Dimensionality Reduction Methods
In the following definitions of the dimensionality reduction methods, our feature
vector becomes the m × n matrix M, where m indicates the number of images
(1,600) and n indicates the number of dimensions of our feature vector.
2.3.1.1 Principal Component Analysis (PCA) (Pearson, 1901)

PCA is traditionally defined as an orthogonal linear transformation that transforms
data into an artificial space such that the greatest variance of any projection of the
data comes to lie on the first principal component, and so on.
For a data matrix [MT] where each row is representing a different observation on
the dataset, and each column contains the variables, the PCA transformation is
given by:

Y T  M T U  V T

(1)

where the matrix Σ is an m × n diagonal matrix with nonnegative real numbers on
the diagonal, and UΣ VT is the singular value decomposition of M. In the resulting
matrix YT, the first column corresponds to the “scores” of the cases with respect
to the “principal” component, the next column has the scores with respect to the
second principal" component, etc. The low-dimensional representations yi of the
mi data points in the low-dimensional space Y are computed by multiplying the M
matrix by the resulting V matrix.
2.3.1.2 Singular Value Decomposition (SVD) (Eckart and Young, 1936)

SVD is defined for an m × n matrix M as the factorization of the form

M  U V T

(2)

where U is an m × m unitary matrix, the matrix Σ is m × n diagonal matrix with
nonnegative real numbers on the diagonal, and VT denotes the conjugate transpose
of V, an n × n unitary matrix.
Normally, the diagonal entries ∑i,i are ordered in a descending way. The
columns of V form a set of orthonormal input basis vector directions for M. (The
eigenvectors of MTM.) The columns of U form a set of orthonormal output basis
vector directions for M. (The eigenvectors of MMT ). The low-dimensional
representations yi of the mi data points in the low-dimensional space Y are
computed by multiplying the M matrix by the resulting V matrix.
The main difference from a practical point of view, between PCA and SVD, is
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that SVD is directly applied to an m × n matrix (i.e. m × n long feature vectors),
while in PCA, SVD is applied to a covariance matrix (m × m). This makes the
starting matrix be different for each of the methods.
2.3.1.3 Factor Analysis (FA) (Lawley and Maxwell, 1971)

FA is a statistical method used to describe variability among observed variables in
terms of a potentially lower number of unobserved variables called factors. The
information gained about the interdependencies between observed variables is
later used to reduce the set of variables in a dataset, achieving dimensionality
reduction.
To perform FA, we compute the maximum likelihood estimate of the factor
loadings matrix Λ in the factor analysis model

M    f  e

(3)

where μ is a constant vector of means, Λ is a constant m × n matrix of factor
loadings, f is a vector of independent and standardized common factors, and e is a
vector of independent specific factors. M, μ, and e are of length m. f is of length n.
The low-dimensional representations yi of the mi data points in the lowdimensional space Y are computed by using a combination of f and the
independent factors e. FA is related to PCA since PCA performs a variancemaximizing rotation of the variable space, taking into account all variability in the
variables. On the other hand, Factor Analysis estimates how much of the
variability is due to common factors.
2.3.1.4 Locality Preserving Projections (LPP) (He and Niyogi, 2003)

LPP generates linear projective maps by solving a variational problem that
optimally preserves the neighborhood structure of a dataset. When the highdimensional data lies on a low dimensional manifold embedded in the ambient
space, these projections are obtained by embedding the optimal linear
approximations to the eigenfunctions of the Laplace Beltrami operator on the
manifold. The resulting mapping corresponds to the following eigenvalue
problem:

MLM T w  MDX T w

(4)

where L is the Laplacian matrix, (i.e. D – S, where S corresponds to the similarity
values defined, and D is a column matrix that reflects how important certain
projections are). The more data points that surround a given point, the more
importance they have, preserving locality. LPP is defined everywhere in the
ambient space, not only on the training data points like Isomaps and LLE. LPP is
also capable of discovering a nonlinear structure of the data manifold; therefore it
can approximate non-linear methods in a faster and more practical way to
compute. The low-dimensional representations yi of the mi data points in the lowdimensional space Y are computed by: yi=ATmi , where A = (w0, w1, …,wn-1).
2.3.2 Non-Linear Dimensionality Reduction Methods
2.3.2.1 Isomap (Tenenbaum et al., 2000)

Isomap preserves pair-wise geodesic distances between data points. The geodesic
distances between the data points mi of M are calculated by constructing a
neighborhood graph G, in which every data point mi is connected with its k
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nearest neighbor’s m1…mk in the data matrix M. The shortest path between two
points in the graph forms a good estimate of the geodesic distance between these
two points, and can easily be calculated forming a pair-wise m × m geodesic
adjacency matrix. The low-dimensional representations yi of the mi data point’s in
the low-dimensional space Y are computed by applying multidimensional scaling
(MDS) by Borg and Groenen, (2005) on the resulting m × m geodesic adjacency
matrix.
2.3.2.2 Kernel PCA (Schölkopf et al., 1997)

Kernel PCA computes the principal eigenvectors of the kernel matrix, rather than
those of the covariance matrix. The reformulation of PCA in kernel space is
straightforward, since a kernel matrix is similar to the inner-product of the data
points in the high-dimensional space that is constructed using the kernel function
Kernel PCA computes the kernel matrix K of the data-points mi. The elements
of the kernel matrix are defined by

k i , j  (mi , m j )

(5)

where kj,i is a kernel function. Then the kernel matrix K is centered by subtracting
the mean of the features in traditional PCA. Then the principal d eigenvectors vi of
the centered kernel matrix are computed. Finally, the eigenvectors of the
covariance matrix αi in the high-dimensional space constructed by k can now be
computed by (6), since they are related to the eigenvectors vi of the matrix K.
1
Mvi
(6)
i 

i

To obtain the low-dimensional data representation, the data is projected onto the
eigenvectors of the covariance matrix [αi]. The entries of Y, the low-dimensional
representation are given by:
n
n

yi   1j k (m j , mi ),....,   dj k (m j , mi )
j 1
 j 1


(7)

where α1j indicates the jth value in the vector α1 and k is the kernel function used
in the computation of the kernel matrix. Since Kernel PCA is a kernel-based
method, the mapping performed by Kernel PCA relies on the choice of the kernel
function k. For this work we utilized the standard Gaussian kernel, but some
implementations of this method allow the use of different kernel functions. Our
Gaussian kernel is defined as in Equation 8, measuring closeness minus one, when
the points coincide with a limit of 0 at infinity:
 xi  x j

k ( xi , x j )  e

2

2 2

(8)

2.3.2.3 Laplacian Eigenmaps (Laplacian) (Belkin and Niyogi, 2003)

Laplacian is another method that preserves the local properties of a non-linear
manifold to produce a low-dimensional data representation. These local properties
are based on the pair-wise distances between k nearest neighbors. Laplacian
computes a low-dimensional representation of the data minimizing the distances
between a data point and its k nearest neighbors.
The Laplacian algorithm first constructs a neighborhood graph [G] in which
every data point [mi] is connected to its k nearest neighbors. The weights of the
edges on the connected data points of G are computed using the Gaussian kernel
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function, resulting in an adjacency matrix [W]. The computation of the degree
matrix M and the Laplacian L of the graph W allows for the formulation of the
minimization problem as an eigen-problem. The low-dimensional representation
[Y] can be found by solving the generalized eigenvalue problem:

Lv  Mv

(9)

For the d smallest non-zero eigenvalues, where d is the number of desired
dimensions for Y. The d eigenvectors vi corresponding to the smallest nonzero
eigenvalues form the low-dimensional representation Y (e.g yi = (v1(i),…,vd(i)).
2.3.2.4 Locally-Linear Embedding (LLE) (Saul et al., 2006)

Similarly to Isomap, LLE constructs a graph representation of the data points and
attempts to preserve the local properties of the data, allowing for successful
embedding of non-convex manifolds. In LLE, the local properties of the data are
constructed by writing the local properties of the manifold around a data point xi
and writing the data point as a linear combination Wi of its k nearest neighbors xij,
this is done by fitting a hyperplane through the data point xi and its nearest
neighbors assuming that the manifold is locally linear. If the low-dimensional data
representation preserves the local geometry of the manifold, the reconstruction
weights Wi that reconstruct data point xi from its neighbors in the highdimensional representation also reconstruct data point yi from its neighbors in the
low-dimensional representation. Therefore finding the d-dimensional data
representation Y depends on minimizing the cost function:

 (Y ) 

 (y
i

i



k

w
j 1

ij

y ij ) 2

(10)

where yi is a data point in the low-dimensional representation and wij is a
reconstruction weight.

2.4. Classification Algorithms
In general terms, a classification algorithm is a procedure for selecting a
hypothesis from a set of alternatives that best fits a set of observations. In our
context, a classification algorithm will build a model based on labeled training
data that will help with the proper labeling of new data (test set). We selected
Naïve Bayes (NB) and Support Vector Machines (SVM) with a linear kernel (as
the separation hyperplane) as our linear classifiers and C4.5 as a decision tree
classifier. Linear classifiers achieve the grouping of items that allocate similar
feature values into groups by making a classification decision based on the value
of the linear combination of the features. In contrast, C4.5 uses an entropy-based
information gain measure to split samples into classes, evaluating one dimension
at a time.
The Naïve Bayes classifier has shown to be surprisingly accurate in many cases
in Hand and Yu (2001) and executes very rapidly, making it a highly appropriate
candidate for training on the massive number of images expected in the SDO
repository. C4.5 being one of the most popular decision-tree classifiers in the
machine-learning community, takes a greedy approach (e.g. making the locally
optimal choice at each stage), and is therefore quick to compute. Finally, the SVM
classifiers have gained popularity in the scientific data mining community in
recent years due to their ability to maximize separation functions, which improves
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the classifier accuracy. They also have the ability to extrapolate results on new
unseen data with large datasets (Tsang et al., 2006). Our main concern with
applying SVMs to new SDO data is their slow learning process, but we include
them in our analysis for comparison.
On the other hand, boosting algorithms that iteratively learn weak classifiers
with respect to a distribution and add them to a final strong classifier have been
tested in our previous work (Banda and Anrgyk, 2010 a), but due to very small
increases in performance accuracy for AdaBoost (less than 2%) and the recent
discoveries by Long and Servedio (2010) where the authors find (and prove) that
the applicability of such algorithms for real world and noisy data sets is
questionable, we decided to drop them from this work.
Note that we use these classifiers in order to present a comparative analysis of
our experiments between the datasets, and we are not trying to find the best
possible classification results or tweak the classifiers to perform at their best. We
also choose to not present other algorithms (and other kernel functions for SVM)
due to their extreme computational expense, making them very expensive for the
amounts of data that we are receiving from the SDO mission. In order to measure
these results we will use the classification accuracy measure defined by:
Accuracy 

true positives  true negatives
true positives  false positives  false negatives  true negatives

(11)

The proposed measure is derived from a confusion matrix. This matrix on each
column represents the instances in a classified class, while on each row represents
the instances in the actual class as show in Figure 3.

Figure 3. Confusion matrix example

In order to have a deeper insight into the inner workings of these machinelearning classification algorithms we have outlined in the appendix a section of
recommended references to text books and research (Section A. Recommended
Readings).

2.5. Indexing Technique
After reviewing and testing many available single-dimensional algorithms for
multi-dimensional data, we opted to utilize the iDistance (Jagasidh et al., 2005)
algorithm for our retrieval demonstration since it allowed us to properly index our
original 640 dimensions and the eight different target dimensions for all six
datasets that we compared in this article.
First introduced in Yu et.al. (2001), iDistance is a multi-dimensional indexing
algorithm that facilitates kNN queries in high-dimensional spaces. A kNN query
will identify the k-Nearest Neighbors (k closest) images to our query. It is said to
be specifically good for skewed data distributions that appear often in real-life
datasets (Shen et al., 2005; Doulkeridis et al., 2007). One of the most important
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features of iDistance is that it maps the multi-dimensional data points into a B+
tree, allowing the index to be deployed in most commercial relational database
management systems. A B+ tree is a tree-like structure that represents sorted data
in a convenient way that allows for efficient insertion, retrieval, and removal of
records - each of which is identified by a key. This tree-like structure is regarded
as the most efficient indexing structures and it is used in most commercial
database software packages.
The mapping occurs in the following way:
i) A number of reference points in the data space are selected. Jagasidh et al.
(2005) recommends using cluster centers as reference points as the most efficient
way of selecting them.
ii) The distance between a data point and its closest reference point is calculated,
this distance plus a scaling value is called the point's iDistance. These iDistances
are used as keys for the B+ tree.
To process a k-NN query, the query is mapped to a number of one-dimensional
range queries, which can be processed efficiently using a B+ tree.
We will use retrieval precision, [kNN distance], and page reads (defined in
Equations (9) through (11) as our measures to determine the effectiveness of the
index for the k-NN query searches. We treated each of the 1600 images on our
dataset as a query and searched for their ten Nearest Neighbors in our index.
Retrieval precision is calculated by determining the number of relevant images
over the number of images retrieved (ten in this case).
retrieval precision 

{relevant images}  {retrieved images}
{retrieved images}

(12)

kNN distance = average distance of the k-nearest neighbors to the query

(13)

Page Reads = number of memory pages of size n that are needed
to be accessed in order to retrieve each k-nearest neighbor

(14)

Retrieval precision measures the actual number of matching images among the k
images returned by the kNN query, a precision value of 1 (or 100%) is ideal since
it means that all returned documents are relevant to the query. The last two
measures allow us to determine how close the queries are from each other (kNN
distance), and how efficient is our resulting index is in terms of nodes that need to
be accessed to find our queries (Page Reads).

3. Approach and Experiments
All classification comparisons were performed in Weka (one of the most popular
software packages for data mining) 3.6.1 in Hall et al. (2009). We utilized the
default settings for all classifiers since we are performing a comparative analysis
and not a full optimization analysis. We selected 67% of our data as the training
set and an “unseen” 33% as the test set. Six out of the eight dimensionality
reduction methods (i.e FA, KernelPCA, Isomap, LLE, LE, LPP) were investigated
using
the
Matlab
©
Toolbox
for
dimensionality-reduction
(http://homepage.tudelft.nl/19j49/Matlab_Toolbox_for_Dimensionality_Reduction.html).
For the remaining two, PCA and SVD, we used the standard Matlab © functions.
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For “optimal” dimensional estimation we used the number of dimensions
returned by standard PCA and SVDs, setting up a variance threshold between
96% and 99% of the variance. Table 2 presents these numbers of dimensions for
all three datasets utilized.
Table 2. Number of dimensions selected for each dataset

Datasets tested

PCA Variance

SVD Variance

96%

97%

98%

99%

96%

97%

98%

99%

TRACE

42

46

51

58

58

74

99

143

INDECS

94

106

121

143

215

239

270

319

ImageCLEFMed05

79

89

103

126

193

218

253

307

ImageCLEFMed07

76

87

102

126

192

217

251

304

Pascal2006

77

85

96

114

100

111

125

147

Pascal2008

115

127

141

160

212

239

275

331

Experiment Label
(used in figure 3)

1

2

3

4

5

6

7

8

In terms of parameters for the linear dimensionality reduction methods, for PCA
and SVD we set a threshold between 96 and 99% of the variance to determine the
number of dimensions. For FA we set a ε of 0.00001 and a maximum limit of 200
iterations. LPP utilizes between 6 and 12 number of nearest neighbors and we
present the best one (12), as for the σ for the bandwidth of the Gaussian kernel
we used the default value of 1. For the non-linear dimensionality reduction
methods that utilize neighborhood graphs (Isomap, LLE, and LE) we used
between 6 and 12 as the number of nearest neighbors, and presented the best
results (8 and 12 respectively). For KernelPCA we used a Gaussian kernel as
outlined in Equation (8) and a σ of one. For LE we used a σ of one as well.
In the indexing part of our experiments, we selected the eight different
experiment labels as target dimensions for the solar dataset as well as the original
dataset (640 dimensions). In terms of the reference points, we used k-means as a
clustering algorithm to determine them by selecting half of the number of targeted
dimensions as the number of reference points (k = Dimensions / 2), and the page
size was set to 8kb.

3.1. Mapping Functions
Since we are planning on applying the best dimensionality reduction method on
new data that we will be receiving for the next five years, we decided to simulate
this scenario with our benchmark dataset.
We performed the dimensionality reduction methods on 67% of our data and
then mapped ‘new’ data points (i.e. the remaining 33% of our data) into the
resulting low-dimensional representation that each dimensionality reduction
method produces. We then fed these dimensionally reduced data points
respectively as training (67%) and test (33%) sets to our classification algorithms.
For linear dimensionality reduction methods, the mapping of new data points is
very straight forward. For example, for PCA and SVD you only have to multiply
the new data points by the linear mapping matrix [V]. As for non-linear
dimensionality reduction methods, the mapping of new data points is not straight
forward and different techniques have been proposed. For Kernel PCA it is
somewhat similar to the original PCA, but requires some additional kernel
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function computations as presented by Schölkopf et al. (1998). For Isomaps, LLE,
and Laplacian Eigenmaps, kernel methods have been presented by Bengio et al.
(2004). Alternative approaches have been presented by Rajpoot et al. (2007), Choi
and Choir (2007), de Silva and Tenenbaum (2003), Lima et al. (2004),
Weinberger et al. (2007), and Welling et al. (2004). We employed these mapping
techniques in order to map the remaining 33% of the data onto the resulting new
low-dimensional spaces. This mirrors, in a way, how we will be mapping the new
solar data that we receive after we decide on the best dimensionality method for
our real-life CBIR system. We use comparative analysis using classifiers and the
indexing and retrieval experiments to help us determine the quality of these
mappings.
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3.2. Dimensionality reduction experiments, observations and
conclusions

Figure 4. Classification accuracy of all dimensionality-reduction methods for eight sets of target dimensions
for each of the eight dimensionality reduction methods, NB stands for Naïve Bayes, SVM is Support Vector
machines. For exact dimensionality of the new dimensional space for each dataset, refer to Table 2.
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Figure 4 shows classification accuracy of our three selected classifiers on the
original non-reduced data sets and the 64 dimensionally reduced experiments
(from Table 2, it can be seen that we investigated eight sets of target dimensions
for each of the eight dimensionality-reduction methods). This figure presents the
original data in the first row, then the four linear dimensionality-reduction
methods (PCA, SVD, FA, LPP) and four non-linear ones (Isomap, KernelPCA,
Lapacian, LLE), each with their respective eight targeted number of dimensions.
The first observation that we can make is that our image parameters produced
very bad results (less than 40% accuracy) for all non-medical and non-solar
datasets (i.e. INDECS, PASCAL 2006 and 2008) that contain images very
different from our own dataset (solar) and the others that contain images similar to
ours (i.e. ImageCLEFMed 2005 and 2007). This clearly shows that using the right
image parameters for a specific type of images is very important. We also observe
that SVMs produced most of the highest classification percentages for our solar
dataset and the ImageCLEFMed datasets.
In terms of the best dimensionality-reduction methods for our solar dataset, we
observe that LPP-8, PCA-8, and Laplacian-8 achieve the best results for the solar
dataset with over 90% classification accuracy. These methods show a constant
improvement with the additional dimensions as the experiments progress, and we
will latter show that the actual peaks for this methods are achieved in experiment
number 8, regardless of the number of additional dimensions added leading up to
the original 640 dimensions.
With regards to the best performing classification algorithm, Figure 3 shows
that all SVMs achieve the 90% (and higher) classification accuracy values,
constantly performing better than NB and C4.5 by a factor of 5% to 10%, except
for the Isomap experiments on the solar dataset. In terms of the most stable
dimensionality reduction methods, we found that LPP and Laplacian for all three
classifiers behave very nicely as we can see in Figure 4. From this observation we
can determine that the best-performing linear dimensionality-reduction method for
our solar dataset is LPP, and the best non-linear method is the Laplacian
Eigenmaps (Laplacian).
When compared against the Medical datasets (ImageCLEFMed05 and
ImageCLEFMed07) we have found that for most cases the performance of the
combinations of classification algorithms and dimensionality-reduction methods
are very consistent, featuring the same dramatic drops for the FA experiments one
through eight and KernelPCA experiments six through eight. As a side product of
our evaluation, we have that ImageCLEFMed07 produced the best overall results
with classification accuracy values of up to 95%.
When it comes to the worst performing datasets, we clearly see that the image
parameters selected for our solar image data analysis are poor parameter choices
for the PASCAL2006, PASCAL2008 and INDECS datasets, and this reflects on
classification accuracy values lower than 40% at best. While most of their
performance with the linear dimensionality methods is very stable for the majority
of the classifier/method combinations, this is not a very useful result since these
classification accuracy numbers are very poor.
An interesting observation that we made was that some combinations of
classifiers and dimensionality-reduction methods (e.g. Laplacian and C4.5)
actually produced slightly better results than our original non-reduced dataset. We
also see that a few of these combinations produced very bad results (C4.5 and
Factor Analysis) and that others dramatically drop in accuracy (KernelPCA for all
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classifiers after a certain number of dimensions). In our experiments, we also see
that a few of these combinations produced very bad results (C4.5 and Factor
Analysis) and that others dramatically drop in accuracy (KernelPCA for all
classifiers after a certain number of dimensions). Interestingly enough, Lin et al.
(2009) reports an opposite behavior between Factor Analysis and decision trees,
however their dimensionality was considerably lower (8 vs. 640 in our work), and
the nature of their variables (all categorical vs. numerical in our work), which is
totally different than ours, this would allow the greedy decision tree algorithm
(C4.5) to perform better than on a high-dimensional (harder to partition)
dimensional space.
Figures 5 through 7 demonstrate the previously mentioned behaviors of our
solar dataset. We present detailed classification-accuracy results by performing a
brute-force analysis where we applied the dimensionality reduction methods with
target dimensions from 1 through 639 dimensions.
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Figure 5. Percentage of classification accuracy for all Factor Analysis dimensions for the solar dataset

As shown in Figure 4, the tree-based classifier performs very poorly with the
Factor Analysis (FA) generated space by making very bad splitting decisions. We
confirm that this behavior is consistent no matter what number of dimensions we
are targeting in Figure 5. Since C4.5 is a greedy algorithm (it never re-evaluates
its choice of attributes) resulting in the accuracy dropping to 12%, which is equal
to a random label assignment, since we have 100% over eight classes. We can
conclude that if researchers are using FA for dimensionality reduction, it might be
a good idea to stay away from decision-tree based classifiers.
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Figure 6. Percentage of classification accuracy for all KernelPCA dimensions for the solar dataset

After looking at the classification accuracy drops in figure 4, KernelPCA
showed the most dramatic decrease in accuracy for a higher number of
dimensions (experiments 6 to 8). In figure 6, we clearly show this behavior. After
a certain number of dimensions, the classification accuracy drops by almost 60%
on average. This 12% accuracy is again equivalent to random labeling. We
attribute this drop to the partitioned space by Kernel PCA. In a low number of
dimensions this method achieves very good representation of our original data
space, however, when more dimensions are used, the method just produces more
noise for the classifiers and damages their performance considerably. Being a
non-linear method, it is surprising that NB almost achieves 80% accuracy for very
few components and that it is also the first classifier to achieve low classificationaccuracy numbers. We think that this is due to the simple NB model benefiting
from the reduced dimensional space. When the dimensionality of our space starts
increasing in size, the classifier’s accuracy quickly starts dropping. C4.5 takes the
longest to hit bottom, showing more resistance to the added noise from the extra
dimensions. SVM peaks very quickly with around 60 dimensions and resists the
added noise for a bit longer than NB, but it also drops after 200 dimensions.
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Figure 7. Percentage of classification accuracy for all Laplacian dimensions for the solar dataset

Laplacian Eigenmaps (denoted Laplacian in Figures 4 and 7) offers the most
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stable results we have seen when applied to our solar dataset on average. For all
classifiers that this dimensionality-reduction method provides over 80% accuracy
and for SVMs it stays over 90% for the majority of Figure 7. The difference
between the accuracy of each method is, on average, less than 10%. This supports
the claim of how stable this data representation is for our solar data. More
dimensions, on average, enable an increase in accuracy (especially for NB). But
after a certain threshold (140 dimensions) the gain is minimal and not worth the
extra computational expense and storage costs.
As we have mentioned, in this article we are focusing on achieving
dimensionality reduction in order to reduce storage and data processing costs. So
if we have to sacrifice less than 3% in accuracy (especially at the 90% level) for
more than 30% in storage, we are willing to do so. Interestingly enough, the treebased classifier for this method quickly increases accuracy with very low number
of dimensions. This makes us believe that the Lapacian method is the best for
discovering low-dimensional data spaces when it comes to solar data. Due to the
fact that our data points are highly correlated to each other, as presented in Banda
and Angryk (2010 b), due to the fact that we can not find easily separable clusters
(as we showed on Banda and Angryk (2009)). Since Laplacian Eigenmaps (unlike
other methods as PCA) takes into consideration the intrinsic geometry of the data
by building a graph of neighboring points that can be considered as a discrete
approximation of the low dimensional manifold in the high dimensional space.
Laplacian Eigenmaps cost-function minimization based on the graph ensures that
points close to each other on the manifold are mapped close to each other in the
low dimensional space, preserving local distances and allowing them to behave
more stably as we have shown in our experiments. This also shows that it is very
important to analyze how each classifier/dimensionality-reduction method
behaves before going on and applying whatever dimensionality-reduction method
the literature states as the best for certain domain specific datasets.

3.3. Indexing and Retrieval Experiments, Observations and
Conclusions
As we demonstrated in the previous section, dimensionality-reduction
techniques have the potential to greatly reduce our storage and data processing
costs by almost 90% without significant drop in accuracy. In the following
experiments we utilized the same number of targeted dimensions and
dimensionality-reduction methods for the solar datasets (as on Table 2), and
generated indexes with iDistance for them. As stated in Section 2.5, we utilized
the 1600 images in our dataset as queries and searched for the ten nearest
neighbors. We then present the average precision, kNN distance, and page reads
results. Note that the best-performing dimensionality reduction methods might be
different between the classification results and the retrieval tasks due to nature of
the classification algorithms and their usage of the class labels in the generation of
their classification model. The indexing and retrieval algorithm only depends on
the Euclidean distance between the query image and its closeness to any image in
the underlying indexing structure, never taking into consideration what class it
belongs to until we actually evaluate the retrieved results with the proposed
measures.
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Figure 8. Average retrieval precision per dimensionality-reduction method and dimensional
targets (x-axis) for the solar dataset (closer to one is better)

In figure 8 we present the retrieval precision for our indexing and retrieval
mechanism with the eight different dimensionally reduced datasets. As we
demonstrated in the previous section with the classifiers that KernelPCA and
Factor Analysis (FA) seem to perform the worst for all targeted dimensions. We
also show that the Laplacian and Locality Preserving Projections (LPP) methods
behave very uniformly in terms of retrieval precision through the targeted number
of dimensions, again verifying our findings with our classifiers. The original 640
dimensional dataset manages to achieve a precision of 0.86 and, as we can see
from figure 8, we have at least three methods that are performing very closely to
this level (PCA, SVD, and LPP). An interesting thing to note is that all of these
methods are linear dimensionality-reduction methods, allowing us to theorize that
these kinds of methods tend to produce dimensional spaces that are easier to index
with iDistance and achieve good retrieval results. An important result here is that
while the original 640 dimensional vector achieves a precision of 0.86, we achieve
very similar precision numbers with less than 93% of the dimensions for certain
methods (PCA, SVD, and LPP with 42 dimensions). We now analyze the average
nearest-neighbor proximity for these methods and the average page reads required
to perform queries on these dimensionally reduced indexes.
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Figure 9. Average kNN distance per dimensionality-reduction method and dimensional targets (xaxis) for the solar dataset (closer to zero is better)

In Figure 9 we observe that some of the poorly performing methods (from
Figure 7) have the closest nearest neighbor distance when retrieving queries
(Isomap method) therefore, these results have to be interpreted while paired with
Figure 7. This means that our new dimensional spaces are highly overlapping
when it comes to all the different classes, which makes it very hard for the
indexing mechanism to properly separate our image classes and query for them.
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The best way to look at these numbers is to determine which methods have the
best precision (closest to one) and have the smallest kNN distances. If we take
these into consideration, we again have PCA, SVD, and LPP (for dimensions less
than 74) as the best. The increasing tendency of the kNN distance as the
dimensionality increases makes perfect sense since our output dimensional spaces
are less overlapping as we have higher number of dimensions, thus allowing for
more separation between the ten nearest neighbors on average.
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Figure 10. Average kNN distance per dimensionality-reduction method and dimensional targets
(x-axis) for the solar dataset (the lower the better).

If we want to determine how efficient our index is going to be in a practice, we
need to look at how many page reads it takes to find k nearest neighbors (in our
experiments, k =10). The more page reads it takes, the less efficient our index is
and the slower it will return results. In Figure 10 we present the average number
of page reads needed to find the ten nearest neighbors for the 1600 queries that we
tested. As we expected, this number increases with dimensionality. However,
determining which dimensionality reduction method causes the number of page
reads to increase less drastically will determine which method is the best
performing in our experimental setup. Here, Factor Analysis (FA) generates the
least number of page reads but when combined with the retrieval precision we can
determine that the dimensional spaces generated by FA for the targeted
dimensions are not very good for indexing, retrieval, or classification. Most other
dimensionality reduction methods scale well, mainly PCA, LPP, KernelPCA, and
SVD. Also, when taking into consideration the 10-NN distance (figure 9) and
retrieval precision values we can determine that PCA, SVD and LPP remain the
best overall performers of our experiments. One thing to note is the spike in page
reads for 46 dimensions, most methods seem to behave this way. However,
Laplacian is clearly less resistant to these small spikes in page reads, which
double the amount of page reads needed. This is not something to be extremely
concerned about since this behavior seems to normalize for the next sets of
dimensional targets.
Now that we have finished looking at the individual performance of the
dimensionality reduction methods and the eight lower-dimensional spaces for the
solar dataset, we calculate the averages for all methods and compare them to the
original 640-dimensional data to investigate what savings we can achieve with
these dimensionality-reduction methods and what is the trade off.
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Figure 11. Average retrieval precision for each dimensional target for the solar dataset

In the averages of retrieval precision presented in Figure 11, we can see that the
trade off between 640 dimensions and our experiments with the dimensionality of
the resulting dimensional space reduced to its minimum is around 0.10. One thing
to consider in these averages is that 0.75 reflects an average of the better
performing dimensionality-reduction methods (0.86 precision) and our worst
performing ones (0.54 precision) brings the average down considerably. But if we
opt for the best-performing methods (PCA, SVD, LPP) from Figure 8, we are
almost matching the retrieval precision for the original dimensional space. This
clearly is strong experimental evidence that dimensionality reduction on the
targeted dimensions that we selected is very viable, and in terms of retrieval
precision, we can be sure of retaining much of the precision, while reducing our
storage costs significantly. In the next two Figures (12 and 13), we show the
trade-off pays in terms of kNN distance of our nearest neighbors and in average
page reads needed to retrieve them, thus making a very strong case for
dimensionality-reduction in our CBIR system.
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Figure 12. Average 10-NN distance for each dimensional target for the Solar dataset

As we explained in reference to Figure 9, the kNN distance is larger in higher
dimensional spaces due to the fact that iDistance generates its index based on a
number of reference points that increases as the dimensionality of the dataset
increases, thus having a bigger distance between the points in higher dimensional
spaces. This also translates to more page reads since our index is obviously bigger
for higher dimensional spaces (as show in Figure 13), but does not affect the
actual retrieval precision (Figure 11) since it can take twice as long to return the
same nearest neighbors, but they would be equally relevant. The objective of a
CBIR system is to find images closer to the query image with the smallest kNN
23

distance (more similar) in a shorter time (fewer pages reads), and this implies that
we need to determine our overall winner with the combined criteria of fewer page
reads, smaller kNN distance, and highest retrieval precision.
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Figure 13. Average number of page reads for each dimensional target for the solar dataset

While one can expect a higher number of page reads as dimensionality
increases, this is where the dimensionality-reduction techniques show their real
use in making a more efficient and faster index. As we can see even for the
highest number of dimensions that we tested, the original 640 dimensional dataset
requires almost five times the number of page reads to achieve a very comparable
10-NN retrieval precision. This will considerably speed up our index in terms of
returning nearest neighbors for our queries faster. We will also benefit from the
smaller index and reduced storage costs, due to the fact that we require fewer
reference points to generate our index.
In terms of the retrieval results, our aim is to be able to query with a particular
image and return to the user a set of very similar (not the same) images from other
solar events. Here we present the confusion matrix for the best performing
dimensionality reduction method and number of dimensions.
Table 3. Confusion Matrix for the best performing dimensionality-reduction method and number of dimensions

Active
Region
Coronal
Jet
Emerging
Flux
Filament
Filament
Activation
Filament
Eruption

Active

Coronal

Emerging

Filament

Filament

Region

Jet

Flux

Filament

Activation

Eruption

Flare

Oscillation

98%

0%

2%

0%

0%

0%

0%

0%

0%

92%

0%

3%

2%

0%

5%

0%

2%

0%

98%

0%

0%

0%

0%

2%

0%

5%

0%

82%

0%

6%

9%

0%

0%

2%

0%

5%

88%

3%

3%

0%

0%

2%

0%

2%

0%

98%

0%

0%

Flare

0%

6%

0%

3%

3%

2%

77%

9%

Oscillation

0%

0%

0%

0%

0%

2%

20%

80%

Since we are using 67% training and 33% testing data, we are left with 66
instances to be classified. In the confusion matrix, we can clearly see that for the
phenomena analyzed in different wavelengths (1600 for Active Regions and
Emerging Flux vs. 171 for the rest of the phenomena), we have the most easily
distinguishable results. Flares is our hardest class to distinguish due to the
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wavelength that we have been analyzing since the textural characteristics of those
Flare images and the Oscillations and Filaments are very similar and sometimes
come from overlapping events. This is most notable when it comes to comparing
Flares and Oscillations, but it is mainly due to the fact that we selected
overlapping events outlined in the Heliophysics Event Knowledge (HEK), thus
having sometimes the same image for both of them. However, for Flares we have
obtained the most interesting and useful results as indicated in Figure 14, where
we can clearly see the retrieval results obtaining similar but not the same images
as intended.

Figure 14. Retrieval results for the solar dataset – Flare class. The query image (1323) is at the
top, and the retrieved similar 10-Nearest Neighbor images are in the two bottom rows

4. Conclusions
As we can see from the upper half of Figure 2, the linear methods performed very
predictably in terms of stability when the number of components increased. We
can say that SVM is the most stable and best-performing classification method
that we investigated. Most of the non-linear dimensionality methods allow the
classifiers to perform more consistently (bottom half of Figure 2), and even when
doing poorly, the classifiers accuracy stays, on average, within 10% of each other,
making our experimental results very consistent. We also show that our way of
selecting the numbers of dimensions to experiment with provides results very
close to the actual optimal classification accuracy maximums,
Out of all of the non-linear dimensionality reduction methods presented in
Figure 2, Laplacian and LPP are the only ones to show constant improvement
when compared to linear methods. We speculate that since Laplacian preserves
the properties of small neighborhoods around the data points our benchmark
dataset’s representation in the new spaces was favored since many of our data
points are highly correlated to each other as shown in Banda and Angryk (2010
b). This allows Laplacian to preserve their local properties better. We find this
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very interesting considering that other works have shown that local dimensionality
reduction techniques (i.e. Laplacian, LLE), suffer from the intrinsic high
dimensionality of the data (Pronobis et al., 2006; Weinberger et al., 2007) and
these types of methods perform poorly on certain datasets.
In general, as we have seen from our experiments and other research works such
as van der Maaten et al. (2009), we confirm that the applicability of
dimensionality-reduction methods is very dependent on the dataset used. For our
purposes, we think that the optimal numbers of dimensions for our solar dataset
are safely determined by PCA and SVD with a variance between 96% and 99%,
and that we manage to approach both sides of the peak in classification accuracy
in most cases, indicating that PCA approached the peak (highest accuracy) from
the left side (low to high) and SVD behaves the opposite way. The complexity of
estimating dimensions this way in a much larger dataset might render these two
techniques very expensive since they rely on the calculation of eigenvectors, but
they seem to be accurate enough compared to experimenting on for all possible
numbers of dimensions.
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C45
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80%
75%
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Figure 15. Average classification accuracy percentage per number of targeted dimensions for the
solar dataset

Selecting anywhere between 42 and 74 dimensions provided very stable results
for our dataset with all the methods presented in this article (see Figure 15). We
conclude that for our current benchmark dataset we will be able to reduce our
dimensionality around 90% from the originally proposed 640 dimensions.
Considering that for the SDO mission we will have to store around 5.27 Gigabytes
of data per day and 10240 dimensions, a 90% reduction would imply savings of
up to 4.74 Gigabytes per day, this reduction will also equate to a better and faster
performing index that will return query results in a timely manner. The
classification-based comparative evaluation of the dimensionality reduction
applicability is nicely confirmed by our indexing and retrieval methods as we seen
in Figures (8 to 13). Once again we managed to achieve very similar retrieval
results for the non-reduced original dataset and our dimensionally-reduced
experiments. In our comparative evaluation between classifiers (i.e. supervised
machine learning technique) and indexing (i.e. unsupervised one), we show that
the same dimensionality reduction methods perform equally well. The same is
true for when we analyze them in terms of retrieval precision with the iDistance
multi-dimensional indexing mechanism. When taking into consideration only the
top-performing dimensionality methods in our indexing and retrieval experiments,
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we see that due to the smaller dimensional space we actually improve our retrieval
precision as seen in the following figure.
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Figure 16. Average retrieval precision for the top three dimensionality reduction methods per
number of generated dimensions for the solar dataset

More specifically, in terms of indexing and retrieval, we can better determine
the effectiveness of dimensionality reduction in our index structure in terms of
retrieval precision and page reads. We observe a quantifiable advantage of
utilizing these dimensionality reduction techniques in terms of retrieval
performance (page reads, kNN distances) that will guarantee performance and
storage optimizations, allowing us to implement this for AIA data from the SDO
mission.
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Appendix

Figure 17. Image showing a loop topology that one would expect around a magnetic null. This
image illustrates one of the uses of the TFR module, since it will allow researchers to find
occurrences of visually similar events without previous knowledge or specific modules for this
task.
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A. Recommended Readings
For general data mining/machine learning readings we recommend Tan et al.
(2005) and Hand et al. (2001). In particular for Naive Bayes we recommend the
classical papers of Maron (1961) and Minsky (1961). For C 4.5 we recomend
Quinlan (1993, 1996). In terms of SVMs we suggest Vapnik (1995) and Vapnik
and Kotz (2006). For an overview comparison between classification methods
please refer to Kotsiantis (2007).
In terms of information retrieval and k-nearest neighbor classification please
refer to Manning et al. (2008), Dasarathy (1990), and Cover and Hart (1967).
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